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Abstract. Up to 40% of clinical candidates are poorly-soluble drugs, which rely heavily on
nanoparticle formulations for oral and targeted delivery. Successful formulation largely depends on
the co-assembly of drug and excipients into stable nanostructures. However, traditional wet-lab trial-
and-error approaches require months, even years for discoveries to be made, with a substantial cost
in raw materials. From research, there are 1440 high-throughput screening pairs of drug combination,
but few Al algorithms have been applied to this task, especially with the rapidly evolving chemistry
large language model (LLM), which hasn’t been evaluated on this task yet. Herein, | introduce the
novel application of chemistry foundation model representations to drug-excipient nanoparticle co-
assembly prediction. Specifically, this essay introduces MoBiTDE, a molecular bilinear two-tower
network designed to learn pairwise compatibility between drugs and excipients. MoBiTDE employs
frozen SMI-TED embeddings as pre-trained molecular representations, complemented by 24 RDKit-
derived physicochemical descriptors. Drugs and excipient representations are processed through
two independent molecular towers and coupled by a rank-32 bilinear interaction module to explicitly
capture cross-molecular interactions. The resulting pairwise representation is subsequently fed into
a single positive-weighted binary classification head for co-assembly prediction. Experimental results
demonstrate that MoBiTDE outperforms other methods under different evaluation settings. Notably,
its predictive performance further improves as the dataset expands, highlighting the potential of pre-
trained molecular representations to benefit from increasing experimental data. In summary,
MoBIiTDE provides an effective framework for learning drug—excipient compatibility and offers a
promising computational approach to facilitate the discovery of self-assembling nanoparticle
formulations. It can improve drug discovery efficiency by reducing the number of trials, focusing only
wet-lab testing on promising combinations.
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1. Introduction

Complex diseases are one of the most severe challenges to public health, but multiple effective
therapeutics have been established for these conditions. For example, the drug sorafenib has been
shown to be effective in treating cancer, specifically Hepatocellular carcinoma (HCC), Advanced
renal cell carcinoma (RCC), and Progressive, locally advanced or metastatic differentiated thyroid
carcinoma [1] . Another example is the drug lumefantrine, which is widely used to treat Malaria.
Artemether/ lumefantrine is an ACT approved by the WHO for its safety and efficacy [2]. Lastly, the
drug rapamycin is an immunosuppressant, which shows marked effects on autoimmune diseases and
also aids organ transplants, reducing the risk of immune rejection, especially in obese recipients [3].
However, these drugs all have a problem to solve: they are effective, but the majority of drug
candidates suffer from poor solubility and have a low absorption rate in humans [4].This hinders the
intake of drugs, even if passing the first barrier of acidity in the stomach. Therefore, chemicals cannot
be circulated in the blood and will not easily reach the target. According to the Biopharmaceutics
Classification System [5], we confirmed that Solubility and Permeability are the major barrier to the
drug acting inside human bodies. Research have shown that these two classes have issues on
bioavailability and patient compliance[6]. Classes II and IV are both characterised by low solubility.
In other words, the rate-determining step in drug action is their dissolution. For example, Ibuprofen
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(IT) and Vancomycin (IV) are poorly soluble in water, so only a small proportion of them will circulate
in the blood. Many excipients are water-soluble. Therefore, if we combine the two, the drug can
increase in solubility.

According to Whitesides and Grzybowski [7], co-assembly is the autonomous organization of
components into patterns or structures without human intervention. In this context, it is the ordered
aggregation of carrier molecules and drugs in an aqueous environment, without external energy input.
Nanoparticles are formed in this process. Hydrophobic interactions, hydrogen bonds, van der Waals
forces and electrostatic attractions drive the formation of these structures. Excipients are substances
that do not treat the disease on their own but perform various functions, such as stabilising the drug,
coating it to make it easier to swallow, and controlling the rate of drug release. The advantage of this
is that, without altering chemical structures to improve hydrophilic interactions, the drug can remain
intact, preserving its active site and allowing it to perform its normal function [8]. On top of that, co-
assembly requires minimal energy input, which is realistic in the human body, a biological system
that is difficult to intervene in. Additionally, this will be less costly, as established drugs can be
utilised in combination with their excipients without requiring extensive research.

Despite these advantages, several economic drawbacks limit their use in pharmaceutical development
[9] [10]. For example, there have been about 2000 Class II and IV drugs recorded in the BCS, with
nearly 400 types of excipients. Even with a one-to-one combination of drugs and excipients, the
theoretical number of pairs has already exceeded 8 million. This will be very costly when wet-lab
experiments are performed, especially when repeated. As a result, it would be a great challenge for
the discovery to be done mainly by humans.

Reker et al. (2021) demonstrated that machine learning could enable the prediction of drug-excipient
nanoparticle co-assembly and established an important public benchmark for this task [11].
However, the task remains understudied. In particular, it remains unclear whether complex deep
learning models and pre-trained LLMs can improve predictive performance over conventional
molecular descriptors and how they can be effectively used to model compatibility between a drug
and an excipient [12]. To address these challenges, I introduce MoBiTDE, a molecular bilinear two-
tower network for drug-excipient nanoparticle co-assembly prediction. MoBiTDE combines pre-
trained molecular representations with physicochemical descriptors and processes drugs and
excipients through two independent molecular towers [13]. A bilinear interaction module is then used
to explicitly learn pairwise compatibility between the two molecules. I further evaluate representative
chemistry foundation models, including SMI-TED, MolFormer-XL, ChemBERTa-2, and Uni-Mol,
and benchmark different molecular representations and machine-learning algorithms for this task [14].
My experiments on two drug-excipient co-assembly datasets show that MoBiTDE outperforms
conventional machine-learning baselines across different evaluation settings. I further observe that
predictive performance improves as the available training data increase, suggesting that pre-trained
molecular representations and pair-aware learning may benefit from the continued expansion of
experimental co-assembly data. In summary, this work provides a systematic evaluation of modern
molecular representations for drug-excipient co-assembly and establishes MoBiTDE as an effective
computational framework for drug discovery.

2. Materials & Methods

2.1. Data
2.1.1. Data Overview

I evaluated my method using two drug-excipient nanoparticle co-assembly datasets, denoted as D1
and D2. D1 was originally reported by Reker et al. (2021) and contained 1,440 drug—excipient pairs
made up of 16 drugs and 90 excipients [11]. Among these pairs, 94 were experimentally identified as
positive co-assembly examples, giving a positive rate of 6.5%. To evaluate my model on a larger and
more chemically diverse dataset, the extended dataset D2, released by the Reker Lab together with
Xiang et al, was also adopted[15]. After removing one duplicated drug-excipient pair from the
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original release, D2 contained 1,521 unique pairs involving 75 drugs and 95 excipients, of which 139
(9.1%) are positive examples. D2 includes all pairs from D1 together with 81 additional drug—
excipient combinations, which notably expands the chemical diversity of the benchmark, particularly
on the drug side, as shown in Figure 1.
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Figure 1. The overview of the dataset
2.1.2. Dataset splitting

All models were assessed using three 5-fold cross-validation protocols with increasing levels of
generalization difficulty: Random, Group-Drug, and Group-both. For Random splitting, stratified
sampling was applief over drug-excipient pairs to allow both molecules in a test pair to appear during
training and provide direct comparability with previous studies. For Group-Drug splitting, I assigned
drugs to non-overlapping folds, ensuring that all test drugs were unseen during training while
excipients may have been observed. Lastly, Group-both gave the strictest evaluation by partitioning
both drugs and excipients into non-overlapping groups, so that neither molecule in a test pair appeared
in the training set. These three protocols allowed me to examine model performance from standard
random-split prediction to increasingly challenging out-of-distribution generalization scenarios.
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Figure 2. Model Structure
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I propose MoBiTDE (Molecular Bilinear Two-Tower for Drug—Excipient Co-assembly), a pair-
aware neural network for predicting drug-excipient nanoparticle co-assembly. As illustrated in Figure
2, MoBiTDE consists of three main components: pre-trained molecular representation, role-specific
two-tower encoding, and explicit pairwise interaction learning.

Molecular Representation. Each drug and excipient is represented using two complementary sources
of molecular information. First, the molecular SMILES is encoded using the pre-trained SMI-TED
chemistry model to obtain a 768-dimensional molecular embedding [16]. The SMI-TED backbone
remains frozen throughout training and serves solely as a pre-trained molecular feature extractor. The
embeddings are precomputed and cached before model training, reducing computational cost and
avoiding direct fine-tuning of the large pre-trained model on the relatively small co-assembly dataset.
Also, 24 physicochemical descriptors are calculated for each molecule using RDKit. These
descriptors characterize molecular properties such as molecular size, lipophilicity, polarity,
hydrogen-bonding capacity, flexibility, aromaticity, molecular connectivity, surface area, and drug-
likeness. The 768-dimensional SMI-TED embedding and 24-dimensional RDKit descriptor vector
are concatenated to form a 792-dimensional molecular representation. In this way, MoBiTDE
combines molecular patterns learned from large-scale chemical pre-training with explicit
physicochemical information.

Two-Tower Encoder. The drug and excipient are processed by two separate molecular towers with
the same architecture but different parameters. Each tower maps the 792-dimensional input to a 64-
dimensional representation through two layers (792 — 128 — 64). Using separate towers allows the
model to learn different representations for drugs and excipients, reflecting their different roles in
nanoparticle co-assembly.

Bilinear Pair-Interaction Module [17] [18]. The two molecular representations are then combined to
model drug—excipient compatibility. The interaction module includes the drug and excipient
representations, their element-wise product, absolute difference, and a rank-32 bilinear interaction.
These features capture complementary information about the two molecules and their pairwise
relationship, resulting in a 288-dimensional representation. The low-rank bilinear interaction provides
an efficient way to learn interactions between drug and excipient features while keeping the number
of trainable parameters small. This is particularly suitable for the limited size of the co-assembly
dataset.

Classification and Training. The 288-dimensional pair representation is passed through a two-layer
MLP (288 — 128 — 128), followed by a binary classification head to predict drug—excipient co-
assembly. To address class imbalance, I used positive-weighted binary cross-entropy and weighted
sampling during training [19] [20]. The SMI-TED model remains frozen throughout training, and
only the downstream MoBiTDE network is optimized.

3. Results

This section presents the experimental results of MoBiTDE for drug-excipient nanoparticle co-
assembly prediction. I first compared MoBiTDE with eight baseline models on the extended D2
dataset. Then, I examined model performance under three different data-splitting methods: Random,
Group-Drug, and Group-both. After that, I compared MoBiTDE against a single-tower neural
network to investigate the effect of the two-tower bilinear design. Finally, the results on D1 and D2
were compared to examine whether increasing the available training data improves prediction
performance.

3.1. Overall Performance

I first compared MoBiTDE with eight baseline models on the D2 dataset. The baselines covered three
commonly used machine-learning algorithms, including Logistic Regression (LR), Random Forest
(RF), and XGBoost (XGB), as well as a neural-network baseline based on a single-tower MLP.
Different molecular representations were also included in the comparison, including RDKit
physicochemical descriptors, SMI-TED embeddings, and their combination. All models were
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evaluated using the same data-processing and cross-validation procedures. AUPRC was used as the
main evaluation metric because positive co-assembly pairs account for only a small part of the dataset.
A higher AUPRC indicates that the model is better at identifying positive drug—excipient pairs. Table
1 presents the main results. MoBiTDE achieved the highest AUPRC under all three data-splitting
methods. Its AUPRC values were 0.666 for Random, 0.593 for Group-Drug, and 0.580 for Group-
both.

Table 1. Performance comparison on the D2 dataset

. . Group-Drug | Group-both | Group-both
Embedding Algorithm Rand. AUPRC AUPRC AUPRC AUROC
RDKit Logistic Regression 0.513 0.411 0.387 0.731
RDKit Random Forest 0.576 0.475 0.399 0.733
RDKit XGBoost 0.572 0.503 0.437 0.783
SMI-TED Logistic Regression 0.541 0.390 0.323 0.667
SMI-TED Random Forest 0.609 0.491 0.368 0.745
SMI-TED XGBoost 0.607 0.516 0.426 0.762
e XGBoost 0.600 0.501 0.360 0.707
SMI-TED MLP 0.649 0.564 0.533 0.830
MoBIiTDE | Two-tower + Bilinear 0.666 0.593 0.580 0.853

Under the Random setting, most models achieved reasonable performance. Among the traditional
machine-learning methods, RF + SMI-TED achieved an AUPRC of 0.609 and XGB + SMI-TED
achieved 0.607. Both were higher than their RDKit-based versions. The single-tower MLP further
improved the AUPRC to 0.649. MoBiTDE achieved the highest value of 0.666. The results were
different when the evaluation became more difficult. Under Group-Drug, the performance of most
baseline models decreased. LR + RDKit decreased from 0.513 to 0.411, while RF + SMI-TED
decreased from 0.609 to 0.491. XGB + SMI-TED achieved 0.516. In comparison, the single-tower
MLP achieved 0.564 and MoBiTDE achieved 0.593. The differences was clearer under Group-both.
In this setting, neither the drug nor the excipient in a test pair was observed during training. The
traditional machine-learning models achieved AUPRC values between 0.323 and 0.437. The single-
tower MLP performed better, reaching 0.533. MoBiTDE achieved the highest AUPRC of 0.580.

Figure 3 also presents the AUPRC results visually. The differences between MoBiTDE and the
baseline methods was relatively small under Random splitting but became more visible under Group-
Drug and Group-both. This pattern suggested that the main advantage of MoBiTDE appears when
the model needs to make predictions for molecules that were not included during training. Overall,
MoBIiTDE achieved the best results across the three evaluation settings. The results also showed that
neural-network models, especially the single-tower MLP and MoBiTDE, performed better than most
traditional machine-learning models when the evaluation involved unseen molecules.
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Figure 3. AUPRC performance comparison on the D2 dataset

3.2. Performance under Different Data Splits

The three data-splitting methods were designed to test the models under different levels of difficulty.
Random splitting is the least strict setting. In this setting, a drug or excipient appearing in the test set
may also have appeared in the training set as part of another pair. Group-Drug is more difficult
because all drugs in the test fold are excluded from training. Group-both is the strictest setting because
both the drug and the excipient in each test pair are unseen during training.

The results showed a general decrease in performance from Random to Group-Drug and Group-both.
However, the size of this decrease was different across models. For example, LR + SMI-TED
achieved an AUPRC of 0.541 under Random splitting, but this decreased to 0.390 under Group-Drug
and 0.323 under Group-both. RF + SMI-TED decreased from 0.609 to 0.491 and then to 0.368. XGB
+ SMI-TED also dropped from 0.607 under Random to 0.516 under Group-Drug and 0.426 under
Group-both. These results showed that good performance under Random splitting does not always
lead to good performance when unseen molecules are tested. For example, RF + SMI-TED was one
of the strongest traditional baselines under Random splitting, with an AUPRC of 0.609. However, its
AUPRC decreased to 0.368 under Group-both. The neural-network models showthised a smaller
decrease. The single-tower MLP achieved AUPRC values of 0.649, 0.564, and 0.533 under Random,
Group-Drug, and Group-both, respectively. MoBiTDE achieved 0.666, 0.593, and 0.580. In particular,
MoBiTDE decreased by only 0.013 from Group-Drug to Group-both. This is notable because Group-
both introduces an additional challenge: not only the drug but also the excipient is unseen during
training.

Figure 3 also showed this pattern. For many traditional models, the bars became clearly shorter as the
evaluation moves from Random to Group-both. In contrast, the reduction for MoBiTDE was smaller.
These results showed why it is useful to report more than Random cross-validation for this task.
Random splitting measured prediction on new combinations, but it did not always require the model
to work with completely new molecules. Group-Drug and Group-both provided more difficult tests
of model generalization. According to figure 1 and table 1, among the three settings, Group-both
provided the strongest test in this study. MoBiTDE achieved the highest AUPRC and AUROC in this
setting, showing that its performance remained relatively stable even when both molecules in a pair
were unseen during training.

3.3. Effect of the Two-Tower Bilinear Design

The results in Section 3.1 showed that the two neural-network models performed better than most
traditional machine-learning baselines. I therefore further compared MoBiTDE with the single-tower
MLP to examine whether the proposed two-tower bilinear structure provided an additional

107



improvement. This comparison is useful because the two models are closer to each other than the
traditional baselines. Both use pre-trained SMI-TED molecular representations and both use neural
networks for prediction. The main difference is how the drug—excipient pair is processed. The single-
tower MLP uses a simpler joint representation, while MoBiTDE first processes the drug and excipient
separately and then combines them using the pair-interaction module.

Table 2. AUPRC comparison between the single-tower MLP and MoBiTDE

Data split Single-tower MLP MoBiTDE Improvement

Random 0.649 0.666 +0.017
Group-Drug 0.564 0.593 +0.029
Group-both 0.533 0.580 +0.047

Under Random splitting, MoBiTDE improved AUPRC from 0.649 to 0.666. The improvement was
relatively small at 0.017. Under Group-Drug, the difference increased. MoBiTDE achieved 0.593
compared with 0.564 for the single-tower MLP, giving an improvement of 0.029. The largest
improvement was found under Group-both. The single-tower MLP achieved an AUPRC of 0.533,
while MoBiTDE reached 0.580. The difference was 0.047. MoBiTDE also improved Group-both
AUROC from 0.830 to 0.853. Furthermore, we found that a clear pattern could be seen across the
three evaluation settings. The improvement over the single-tower model increased from 0.017 under
Random, to 0.029 under Group-Drug, and finally to 0.047 under Group-both. The results supported
the use of separate drug and excipient encoding followed by pairwise interaction modeling.

3.4. Effect of Increasing Training Data

The available amount of experimental data is another important factor in this task. I therefore
compared MoBiTDE on D1 and D2 to study how model performance changes when more drug—
excipient data are available. D1 contains 1,440 drug—excipient pairs, while D2 contains 1,521 unique
pairs. For this comparison, the same MoBiTDE model and evaluation procedure were used. This
allowed us to directly compare the prediction results obtained with the two datasets, as is shown in
Table 3.

Table 3. Comparison of MoBiTDE performance on D1 and D2

Dataset Random AUPRC Group-both AUPRC
D1 0.471 0.487
D2 0.666 0.580
Improvement +0.195 +0.093

Under Random splitting, MoBiTDE achieved an AUPRC of 0.471 on D1. On D2, the AUPRC
increased to 0.666. This represents an absolute improvement of 0.195. The improvement under these
two settings showed that MoBiTDE achieved better prediction results when trained and evaluated
using the extended dataset. The increase under Group-both is especially useful because this setting
tests the model on unseen drugs and unseen excipients. It is also interesting that the gain was larger
under Random splitting than under Group-both. However, both settings showed the same overall
direction: performance was higher on D2 than on D1.

These results suggest that increasing the amount of available drug-excipient data can help improve
prediction performance. At present, datasets for drug-excipient nanoparticle co-assembly are still
small compared with datasets used in many other molecular machine-learning tasks. Therefore,
further collection of experimental co-assembly data may provide additional improvements in the
future.
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3.5. Effect of Pre-trained Molecular Models and Fine-Tuning

I next compared different pre-trained molecular models and examined whether fine-tuning could
improve their performance. Three molecular models were tested on D1: SMI-TED, ChemBERTa-2,
and MolFormer-XL [21]. For each model, we compared frozen molecular representations with rank-
8 LoRA fine-tuning [22] . The results were shown in Table 4.

Among the frozen models, SMI-TED achieved the highest Group-both AUPRC of 0.487, followed
by ChemBERTa-2 at 0.479 and MolFormer-XL at 0.421. Based on this comparison, SMI-TED was
selected as the main molecular representation model in MoBiTDE. Fine-tuning with LoRA did not
clearly improve the results. SMI-TED’s group-both AUPRC rose slightly from 0.487 to 0.492, while
MolFormer-XL increased from 0.421 to 0.424. In contrast, ChemBERTa-2 dropped from 0.479 to
0.461. Overall, the differences between frozen and LoRA settings were small. The largest
improvement was only 0.005. These results showed that fine-tuning did not provide a clear advantage
on the current dataset. I therefore used frozen SMI-TED representations in the final MoBiTDE model.

Table 4. Group-both AUPRC of different pre-trained molecular models with frozen representations
and LoRA fine-tuning on D1

Molecular model Frozen LoRA Difference
SMI-TED 0.487 0.492 +0.005

ChemBERTa-2 0.479 0.461 —0.018

MolFormer-XL 0.421 0.424 +0.003

3.6. Effect of Class-Imbalance Strategies

The drug-excipient co-assembly dataset is highly imbalanced, with many more negative pairs than
positive pairs. I therefore compared several training strategies for handling class imbalance. Our
default method used positive-weighted binary cross-entropy together with weighted sampling. 1
compared this method with three other approaches: class-balanced loss (CB loss), LDAM with
deferred re-weighting (LDAM + DRW), and asymmetric loss (ASL). The same MoBiTDE
architecture and molecular representations were used in all experiments. The results were shown in
Table 5.

The default strategy achieved the highest AUPRC under all three data-splitting settings. Under
Random splitting, weighted BCE with weighted sampling reached an AUPRC of 0.666. The other
methods reached values between 0.619 and 0.657. The differences were smaller under Group-Drug
and Group-both. Under Group-both, the default strategy had an AUPRC of 0.580, while LDAM +
DRW had a similar value of 0.577. CB loss and ASL achieved 0.568 and 0.567, respectively. Overall,
none of the alternative methods consistently improved the prediction performance. I thus used
weighted BCE together with weighted sampling as the default strategy for MoBiTDE.

Table 5. Comparison of different class-imbalance strategies on D2

Strategy Random AUPRC | Group-Drug AUPRC | Group-both AUPRC
Weighted BCE+ sampling 0.666 0.593 0.580
CB loss 0.619 0.551 0.568
LDAM + DRW 0.648 0.577 0.577
ASL 0.657 0.578 0.567

4. Discussion

This study proposed MoBiTDE to be used in predicting the success of drug-excipient co-assembly
into nanostructures. In contrast to traditional machine-learning baselines, MoBiTDE achieved better
results under all three data-splitting methods (Random, Group-Drug, and Group-both). Apart from
overall prediction performance, this study also compared different model architectures, data sizes,
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pre-trained molecular models and class-imbalance training strategies. Below are discussed
experimental results on model architecture, pre-trained molecular models and data sizes.

Drug-Excipient pair modelling: A key feature of this study is to view the drug and excipient as two
distinct molecular entities, instead of a type of combined input. This is because drugs and excipients
often serve different purposes, so even similar structural features can contribute differently to overall
co-assembly prediction, depending on whether they belong to the drug or the excipient molecule. If
the pair was inputted as a whole, it would be difficult to learn whether the structural contribution is
from the drug or the excipient, so the model would struggle to extract key features of individual
molecules. Therefore, the model may underperform in tasks which require generalizing to unseen
molecular pairs, so it might exhibit over-fitting, in contrast with learning transferable features for
individual molecules. Furthermore, certain properties are found very rare among drugs, and more
common among excipients (or vice-versa), due to drug-design restrictions. For example, very long
saturated alkyl chains (C12-C18) impede drug action and solubility. However, it is common for
excipients to retain them as they aid in forming nanoparticles. With a single-tower, the model may
hallucinate that drugs with long, saturated alkyl tails will contribute to co-assembly, thus will
emphasize parameters related to saturation. (CITATION). Similarly, this effect is common in
chemistry LLMs, where a set of features that contribute to a phenomenon may not be applicable to
combination other than the specified pair, so still requires wet-lab testing. Thus, our method may
further reduce wet-lab experiments, aiming for sharp and accurate experiments, which is vital for
finding features that contribute to chemical relationships.

From experimental results, MoBiTDE was validated via a higher AUPRC, suggesting the usefulness
of this design. When compared to Single-Tower MLP, MoBiTDE demonstrated greater area under
the precision-recall curve under all three data-splitting methods. Another noticeable result is that the
differences between the two models (MoBiTDE & Single-Tower MLP) increased as the prediction
task became more difficult. Under Random, Group-Drug and Group-Both (from easiest to hardest),
the AUPRC for MoBiTDE yielded AUPRC improvements of 0.017, 0.029 and 0.047 respectively.
This data is concordant with drug-excipient self assembly nature, as this property depends on both
molecules’ structures, instead of being governed by a feature of one molecule. This suggests that
solely studying each chemical’s structure may be insufficient: the model should also learn non-linear
interactions (relationships) between the two molecules.

The use of pre-trained molecular models: This study also ultilises pre-trained molecular models to
gain the molecular representation of drugs and excipients. Unlike training with a small dataset, pre-
trained models had learnt basic foundations of chemical structure and interactions from a wider
chemical dataset. This suggests its applicability as a molecular feature extractor. The experiment
compared various pre-trained molecular models, and these models were shown to have good
compatibility with MoBiTDE’s two-tower architecture, even though there were slight performance
differences. In particular, SMI-TED delivered favourable effects in the testing, so it was selected to
be used by MoBiTDE as a chemical feature extractor. I also compared frozen representations and
LoRA fine-tuning. In practice, LoORA did not bring a significant increase in performance. For example,
SMI-TED (fine-tuned) merely increased the AUPRC from 0.487 to 0.492 under Group-both; other
pre-trained models also had minimal enhancements. Therefore, frozen pretrained representations are
a simpler and more effective method, while it also reduces cost of training. More importantly, from
current results, complex fine-tuning did not bring extra benefits, which also indicates that the drug-
excipient co-assembly task cannot be fully solved by fine-tuning existing pre-trained models.
Components specifically designed for drug-excipient combinations are required to model their inter-
relationships.

Class imbalance: In drug-excipient co-assembly data, pairs that can self-assemble are significantly
fewer than those that cannot. Therefore, class-imbalance is also one key problem for model training.
I compared weighted BCE + weighted sampling, CB loss, LDAM + DRW and ASL. The
experimental results showed that more complex class-imbalance strategies did not bring better overall
performance. In contrast, the simpler combination of weighted BCE and weighted sampling achieved
the best results across all three data-splitting methods. This result suggests that under the investigated
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task and dataset size, complex loss functions are not always needed to deal with class-imbalance.
Simple weighting schemes is enough to yield satisfying results. It is worth noting that this conclusion
is only applicable to the current dataset and experimental setup. As future samples change in number
and distribution, different class-imbalance strategies can also change in performance.

Limitations: This study retains certain limitations. First of all, the current drug-excipient co-assembly
dataset is relatively small. Although D2 has more experimental results on the basis of D1, and has
improved MoBiTDE’s performance, it still has much less training data when compared to common
chemistry LLMs’ training dataset. As a result, the ability for the model to generalize to a bigger
dataset might require more data for it to be improved: decreasing the chance of overfitting. Moreover,
this study’s aim of predicting the success of drug-excipient co-assembly is a binary classification
problem. In actual nanoparticle studies, it is not fully sufficient to solely understand co-assembly of
the pair. Particle radius, stability and other experimental properties are equally important. Future
studies could embed such information, to aim at more holistic model, with multiple classification
heads. Furthermore, current results are based upon prior experimental data. An important step in the
future is to use MoBiTDE to predict new drug-excipient combinations, and validate the results
through wet-lab experiments. Lastly, drug-excipient co-assembly is dependent on laboratory
conditions, so may lose applicability if the conditions are altered (such as pH, pressure and
temperature). More data with different experimental conditions can be used as inputs to train the
model, widening its applicability.

5. Conclusion

This study proposes MoBiTDE, a two-tower model that can be used to predict drug-excipient co-
assembly. The model combines pre-trained molecular representations, RDKit physicochemical
descriptors and a bilinear interaction module, to separately represent drugs and excipients, and to
further learn the pair relationships between two molecules. Experimental results demonstrate that
MoBiTDE achieved promising performance across all three data-splitting methods (Random, Group-
Drug and Group-Both), which is higher than classical machine learning methods and single-tower
MLP compared in this study. Even in the stricter Group-Both settings, MoBi1TDE still retained its
high performance. This suggests that learning separately for drugs and excipients to model their
relationships is beneficial to this task. Overall, this study demonstrates that pre-trained molecular
representations and drug-excipient pairs, when combined, is applicable to predicting the success of
drug-excipient co-assembly. MoBiTDE can be used as a primary method to screen potential
combinations before experimental validation, to reduce costs and time. Future studies could further
increase the dataset on drug-excipient co-assembly, to alter experimental conditions and introducing
more labels such as nanoparticle radius and stability. Another application could be to discover
important strucural features. For example, by analyzing the matrix in the bilinear layer and reducing
its dimensionality, we can gain insight into potential novel factors that contribute to co-assembly, and
by validating these effects in laboratory settings, mechanistic interaction between molecules can be
discovered. At the same time, prospective experimental validations are required to evaluate the
model’s performance on new drug-excipient combinations.
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